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Figure 11-20: Sort Warnings occur when sorting operations are unable to be completed entirely in memory. 

The Sort Warnings event is a very easy way to identify slowly performing sorts, allowing you to evaluate 
if there is anything you can do avoid them. Sometimes you can, sometimes you can't. So, what can you 
do to help avoid Sort Warnings? Some suggestions include: 

• Reduce the amount of  data returned, so less data needs to be sorted. 
• Use data pages more efficiently. In other words, fit as many rows per data page as 

possible to maximize how efficiently memory is used to store rows. Be sure you run 
regular jobs to keep your indexes defragmented. 

• Change the current fill factor to one that allows more rows to be stored per data page. 
• Consider using a clustered index on the column to be sorted, in order to presort the data. 
• Add more RAM to your SQL Server. 
• If  all else fails and you still need to sort to tempdb, locate tempdb on a faster drive all by 

itself, so it doesn't have to compete with other disk I/O. Also consider dividing up the 
tempdb physical file into multiple files. As a rule of  thumb, many DBAs create one 
physical file per CPU core that is available to their SQL Server instance.  
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USER ERROR MESSAGE 

SQL Server often sends messages to the client application that is requesting data from it. These may be 
generic messages or specific error messages. How these messages are handled depends on how the client 
handles them. Some may be ignored, while others are captured and acted upon by the client application. 

The User Error Message event captures all the messages that SQL Server sends to the client. Generally 
speaking, you will want to capture these additional events, as well as the User Error Message event, so 
you can see exactly what code is causing the error message to be returned. 

• Showplan XML 
• RPC:Completed 
• SP:StmtCompleted 
• SQL:StmtCompleted 

 
Figure 11-21: The above events are recommended for tracing User Error Messages. 

This way, when you do run a trace, you can see exactly what code caused which error message to be 
generated, as you can see in Figure 11-22: 
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Figure 11-22: Some SQL Server activity can generate multiple User Error Messages. 

We see that two User Error Messages were generated, one of which was "Changed database context to 
‘Big_Database’". This is an example of a user message that is normally ignored by a client application. If 
you look at the SQL:BatchStarting event, you can see the code that generated the event, and if you look 
at the Showplan XML event, you can see the execution plan for the code that generated the event. 

In most cases, as an administrative DBA, you won't have a lot of need to use this particular event. On 
the other hand, this event can be used by developers who want a better understanding of what kind of 
messages that SQL Server is sending to their software, so they know how to deal with them properly. 

FULL TEXT 

If you don't use SQL Server 2005's Full Text service, then you can skip these three Full Text events: 

• Crawl Aborted – indicates when a crawl has failed due to an exception error. 
• Crawl Started – indicates that a crawl has started. 
• Crawl Stopped – indicates that a crawl has ended because it has finished or failed. 

If you do use the Full Text service, and you are troubleshooting crawling problems, then these events 
may be of use. 

LOCKS 

Locking is an integral part of preserving a database's data integrity. Most of the time, SQL Server does a 
great job of self-managing locks. All the work goes on in a black box that DBAs rarely have to peek into. 
But when locking problems arise, identifying and troubleshooting the problem can be difficult. 
Fortunately, SQL Server Profiler includes nine events we can use to help us out in this oftentimes 
difficult task: 

• Acquired 
• Released 
• Escalation 
• Cancel 
• Deadlock 
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• Deadlock Chain 
• Deadlock Graph 
• Timeout (timeout > 0) 
• Timeout 

To keep our discussion focused, I am going to group the above nine events into these three categories, 
which were created for discussion purposes only: 

• General Lock Events 
o Acquired 
o Released 
o Escalation 
o Cancel 

• Deadlock Lock Events 
o Deadlock 
o Deadlock Chain 
o Deadlock Graph 

• Timeout Lock Events 
o Timeout (timeout > 0) 
o Timeout 

Before we go any further, I want to point out that a busy production SQL Server can experience 
thousands of locks per second. You must be very careful about how much data you collect. In other 
words, be sure to select only those events that are of direct interest to you, and use filters to minimize 
the amount of data returned. In addition, restrict your monitoring to short time periods. The worst two 
offenders are the Acquired and Released events. If you can avoid collecting them, you will be much 
better off. The other events do not present such a performance problem. 

GENERAL LOCK EVENTS 

The first two lock events we want to explore are Acquired and Released. Every time any sort of lock is 
used, an Acquired event is fired. And every time a lock is removed, a Released event is fired. In most 
cases, capturing this raw data is not very interesting. Figure 11-23 shows one example of each type of 
event: 

 
Figure 11-23: In most cases, the Acquired and Released lock events aren't that useful. 

When either event is fired, you can identify the object the lock was taken on (see the ObjectID2 data 
column) and the type of lock acquired (see the Mode data column). This is a normal type of locking 
activity and there is generally no point in monitoring it. 
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The Cancel event occurs when a lock on a resource has been cancelled, perhaps due to a cancelled 
query or a lock being killed due to a deadlock conflict. This is also not generally a very exciting event to 
track, unless you are experiencing a high volume of cancelled locks and need to investigate. 

The Escalation event is probably the most interesting of the general lock events. It occurs when a fine-
grained lock has been converted to a coarser-grained lock, such as when a record lock or a page lock is 
escalated. Lock escalation is SQL Server's way of minimizing the amount of resources it takes to manage 
the many thousands of locks at any one time, and it is a normal process. But in some cases, lock 
escalation, especially from page to table locks, can cause resource contention issues that sometimes have 
to be identified and resolved. For example, a query on a table might end up locking an entire table, 
preventing other users from accessing it until the lock is released. 

If your server is experiencing a lot of concurrency problems, you might want to trace the escalation 
event to see if lock escalation is contributing to the problem. If it is, you may need to rewrite your 
queries to make them more efficient, or you may need to add more effective indexes. As a last resort you 
may need to use query hints to control locking behavior. 

DEADLOCK LOCK EVENTS 

A deadlock occurs when two or more spids try to lock on the same resource and therefore block each 
other. Neither spid can complete its task, but nor can the resource be released until each spid completes 
its task, so a deadlock occurs. In most cases, the spid that has used the fewest resources up to the point 
of the deadlock will be automatically killed by a SQL Server lock monitor thread, allowing the other spid 
to complete. 

Profiler includes three events related to deadlocking: 

• Deadlock Graph 
• Deadlock 
• Deadlock Chain 

You can find out more about these events, in great depth, in Chapter 5 of this book. 

TIMEOUT LOCK EVENTS 

By default, connections from a client to SQL Server do not timeout due to blocking locks. A connection 
will wait for as long as it needs to wait for a blocking lock to be cleared.  

NOTE: 

While SQL Server will not, by default, timeout a connection between a client and SQL Server, it 
is possible that the client will timeout the connection, depending on how the client connection 
was configured by the developer. 

As an option, when a connection is made, the SET LOCK_TIMEOUT  command can be used to 
establish a specific timeout value, overriding the default behavior. If this option has been turned on for a 
connection, then either of the two Timeout Lock events – Timeout  or Timeout  (t imeout  >0)  – can 
be captured to indicate when a lock times out due to this setting. If the SET LOCK_TIMEOUT  
command is not being used, then the Timeout Lock events won't fire. 

Timeout and Timeout (timeout >0) provide almost identical functionality. The difference is that the 
Timeout event can fire if a Timeout event of zero occurs. A Timeout of zero can occur due to internal 
SQL Server activity and is not very useful. If you do use the SET LOCK_TIMEOUT  command to 
control how long blocking locks exists before they timeout, you will want to capture the Timeout 
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(timeout >0) Profiler event. Each time a timeout occurs due to a blocking lock, the Timeout 
(timeout>0) event will be fired so the Profiler can trace the event. 

OBJECTS 

The three events in the Objects event category are all DDL-related audit events. In other words, these 
events are fired when any object is created, altered, or deleted. The events include: 

• Altered 
• Created 
• Deleted 

 
Figure 11-27: You can audit object creation, alteration and deletion activity using these events. 

To see how these events track object Created, Altered, and Deleted activity, I ran the following test 
script. It instigates all three types of event in the AdventureWorks database: 

 

CREATE TABLE MyTest 
    ( 
      CustID INT IDENTITY(1000, 1) 
                 PRIMARY KEY, 
      CompanyName NVARCHAR(50) 
    ) 
go 
 
ALTER TABLE MyTest ALTER COLUMN CompanyName NVARCHAR(100) 
go 
 
DROP TABLE MyTest 
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go 

The Profiler results are as shown in Figure 11-28: 

 
Figure 11-28: While Object events can be useful for auditing DDL-type activity, they can be a little hard to 
read. 

The first thing you will notice, from the EventSubClass column, is that every event is wrapped in a 
transaction. So, for every object Created, Altered or Deleted action, you will always see two events; one 
representing the Begin Transaction and one representing the Commit Transaction. 

However, you still might be wondering why we see four Object:Created events instead of two. The 
reason for this is that implied in the table creation command is the creation of a primary key. The first 
Created event refers to the table and the second to the primary key. 

So, how is this information useful to the DBA? Essentially, you can use these events to find out who is 
creating, altering or deleting objects in your SQL Server, together with when they did it. This is probably 
not something that you will do often, but if you have a problem with the mysterious appearance and 
disappearance of database objects, and nobody admits to making any changes, using this Profiler option 
will make it very easy to identify the guilty party. 

OLEDB 

The OLEDB event category includes five events specifically related to when SQL Server uses an OLE 
DB provider when making distributed queries and remote procedure calls. It is mostly of use to 
developers, not production DBAs. 

If your SQL Server environment doesn't use distributed queries or remote procedure calls, then you will 
not find any use for these particular Profiler events. If it does, then these events may "help" developers 
troubleshoot problems that can't be easily diagnosed by other tools. I emphasize the word "help" in the 
last sentence because the events provided are better than nothing, but they don't provide as much 
information as you might like when troubleshooting. The five events are: 

• OLEDB Call: This event is fired when SQL Server calls an OLE DB provider for a 
distributed query or remote stored procedure, but for only those calls that do not return 
data or do not use the QueryInterface method 

• OLEDB DataRead: This event is fired when SQL Server calls an OLE DB provider for 
a distributed query or remote procedure call, but only for those calls that return data. 

• OLEDB Errors: This is probably the most useful event to collect; it notifies you of  
specific OLE DB-related errors, should they occur. It identifies the name of  the instance 
making the call, the name of  the linked server, and the specific error message, along with 
additional information that is useful in identifying where and when the error occurred. 

• OLEDB Provider Information: Performance tuning distributed queries or remote 
stored procedure calls can sometimes be difficult. The data columns collected by this 
event can be used to help optimize query performance. However, this is a complex 
process requiring considerable experience. 
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• OLEDB QueryInterface: This event is used to capture those OLE DB events related to 
a QueryInterface call. It is designed to fire when an OLE DB provider returns an OLE 
DB error object, and is used for troubleshooting problems with OLE DB providers. 

 
Figure 11-29: OLEDB events are used to identify problems with distributed queries or remote stored 
procedures. 

When using any of these events to collect Profiler data, keep in mind that the overhead of collecting 
OLE DB data can be great, especially if your instance is performing a lot of distributed queries or 
remote procedure calls. Be sure to limit the time period for which you collect data, ideally only starting a 
trace when you think a problem will occur, or is already occurring, and turning the trace off after you 
have captured your data. 

From a production DBA's perspective, these events would only be collected if you are having problems 
with distributed queries or remote procedure calls and you have run out of ideas where to look next to 
find out the root cause. 

PERFORMANCE 

The Performance events category includes twelve events; a lot to consider. Fortunately, only a handful 
of these events are useful on a regular basis. The 12 Performance events are: 

• Auto Stats 
• Degree of  Parallelism (7.0 Insert) 
• Performance Statistics 
• SQL:FullTextQuery 
• Showplan All (deprecated, replace with Showplan XML) 
• Showplan All For Query Compile (deprecated, replace with Showplan XML for Query 

Compile) 
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• Showplan Statistics Profile (deprecated, replace with Showplan XML Statistics Profile) 
• Showplan Text (deprecated, replace with Showplan XML) 
• Showplan Text (Unencoded) (deprecated, replace with Showplan XML) 
• Showplan XML 
• Showplan XML for Query Compile 
• Showplan XML Statistics Profile 

To save time, I won't be discussing the deprecated events listed above. I'll cover all of the remaining 
seven Performance events, but will focus on those events that are of the most benefit to DBAs.  

 
Figure 11-30: Performance events include a variety of different ways to identify performance-related issues. 

AUTO STATS 

The purpose of the Auto Stats event is to determine how often statistics updates occur. If you are using 
asynchronous auto stats, instead of synchronous stats, you can also find out about the status of the 
asynchronous update. This information can be used to help the DBA determine if auto stats is running 
more often than it needs to, if it is running at inappropriate times, or to find out how well asynchronous 
auto stats is performing. 
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Figure 11-31: Auto Stats events are easy to capture with Profiler. 

To find out how auto stats is behaving in your server, you only need to capture the Auto Stats events. 
Other events are not required, but might be useful in some cases. 

In Figure 11-32, you can see a Profiler trace of Auto Stats events.  

 
Figure 11-32: The Auto Stats event can tell you when and where auto stats are occurring in your server. 

When analyzing a trace of Auto Stats, what you are looking for includes: 

• How often are auto stats being run 
• How long it is taking to run auto stats 
• Which databases and objects are incurring the most auto stats events 
• What kind of  auto stats event it is – synchronous or asynchronous  

Based on this information, you can troubleshoot a variety of auto stats problems. 

As a general rule of thumb, the Auto Stats event is not one you will commonly use, unless you suspect 
an auto stats-related problem, and are specifically troubleshooting it. For example, you notice that a 
query normally has a fairly consistent duration, but occasionally takes much longer to run. Another 
example would be if you have identified a problem with excessive recompilations due to auto stats 
activity. Every time auto stats is run, any queries that touch the auto stats indexes or columns have to be 
recompiled, which can lead to excessive recompilations, hurting server performance. 
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What can you do if you identify auto stat-related problems? This depends on your particular problems. 
If you have a problem with inconsistent run times for a query, then turning asynchronous auto stats on 
might help. If you identify that auto stats occurs too often, or at bad times of the day, you can turn off 
Auto Stats and manually update index and column statistics at a time when your server is not as busy. 
But before you do anything, you need to determine you have a problem, and using the Auto Stats event 
can help you identify and troubleshoot it. 

DEGREE OF PARALLELISM (7.0 INSERT) 

This oddly named Profiler event is also deceivingly named. It is fired every time a SELECT , INSERT , 
UPDATE  or DELETE  statement is executed and tells you, among other things, whether or not the 
execution plan for the query is parallel. 

The Degree of Parallelism (7.0 Insert) event is not too useful by itself and should be combined with 
other events to help put the event itself into context. You might want to consider collecting all the 
following events to make better sense of what the Degree of Parallelism (7.0 Insert) event is telling you: 

• Degree of  Parallelism (7.0 Insert) 
• Showplan XML 
• RPC:Completed 
• SP:StmtCompleted 
• SQL:StmtCompleted 

 
Figure 11-33: Capturing multiple events help to make sense of the Degree of Parallelism (7.0 Insert) event. 

When you run the above trace, the captured events look as shown in Figure 11-34: 
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Figure 11-34: The Degree of Parallelism (7.0 Insert) event, by itself, is not all that useful. 

In the first row of this figure, you can see that a stored procedure called ADGSP_EN_SalesInstr is 
starting. Next, you see the Degree of Parallelism (7.0 Insert) event, which includes two useful pieces of 
information: 

• BinaryData – where the possible values are: 
o 0x00000000 (indicates a serial execution plan) 
o 0x01000000 (indicates a parallel execution plan running serially) 
o >= 0x02000000 (indicates a parallel execution plan running in parallel) 

• EventSubClass – where the possible values are: 
o 1 - Select 
o 2 - Insert 
o 3 - Update 
o 4 - Delete 

From the value of the BinaryData column, you can see that in this case the stored procedure will be 
running a parallel plan in parallel. The EventSubClass column confirms that it is a SELECT statement 
that is running. Addition data columns (not shown) indicate the physical resources used by this 
statement. 

The third row shows the graphical execution plan of the statement, which makes it easier to figure out 
what is going on with this plan. The fourth row indicates when the statement is completed. 

So how is this information useful? In most cases, the Degree of Parallelism (7.0 Insert) event is used to 
help identify poorly-running queries. In some cases, a query would run more effectively in parallel than 
serially. In other cases, a query would run faster serially than in parallel. This event provides you basic 
information as to what is really happening with a query, and can be used to help decide if the query plan 
is as effective as it could be. 

If you determine that a query is running serially when it should be running in parallel in order to be most 
effective (or vice versa), you may consider using an appropriate hint to modify how parallelism behaves 
for the particular query. 

PERFORMANCE STATISTICS 

The Performance Statistics event is similar to the Showplan XML For Query Compile event, which 
is discussed a little later. As such, you may want to read about both events and determine which better 
meets your needs. 
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Like many Profiler events, its name is deceiving. Essentially what the Performance Statistics event does 
is to fire when a compiled query plan is cached for the first time, compiled, recompiled, or flushed from 
the cache. It does not fire when a query runs that finds an execution plan already in cache. 

As I often do, I like to collect other events that may be of use to me when I am analyzing the results of a 
trace. In particular, I will be capturing the following events in addition to the Performance Statistics 
events: 

• RPC:Completed 
• SP:StmtCompleted 
• SQL:StmtCompleted 

 
Figure 11-35: Additional events, besides the Performance Statistics event, are useful when analyzing trace data. 

Before I ran my test code, I ran the DBCC FREEPROCCACHE  command in order to remove all 
currently existing query plans from SQL Server cache. Next, I ran a stored procedure, followed by an ad 
hoc query. The trace results are shown in Figure 11-36: 
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Figure 11-36: The above trace shows both a stored procedure and a query. 

The first row of the trace, identified by EventSequence 2587, relates to the execution of a stored 
procedure named ADGSP_EN_SalesInstr. The next row, EventSequence row 2588, shows that a 
Performance Statistics event was fired. Last of all, we see that the query was completed in 
EventSequence row 2591. 

So exactly what is the Performance Statistics event telling us? Unlike many other Profiler events, this 
event is a little harder to decipher. 

In the Figure 11-36, I have clicked on the Performance Statistics event that fired for this stored 
procedure. First of all, notice that the execution plan for this stored procedure is displayed at the bottom 
of the screen. This is very similar to the ShowPlan XML event, which we will discuss in more detail later. 

Second, notice that the EventSubClass for this event is "1 – SP:Plan". The Performance Statistics event 
can have four different values for EventSubClass: 

• 0 – the execution plan for the query or batch is not present in the cache. 
• 1 – queries within a stored procedure have been compiled. 
• 2 – queries within an ad hoc query have been compiled. It also shows the duration, in 

milliseconds, for compiling the ad hoc query. 
• 3 – a cached query for either a stored procedure or ad hoc query has been removed from 

memory. 
So in our example, an EventSubClass event of 1 indicates that a query within our stored procedure was 
compiled. In addition: 

• The BigintData1 data column tracks the number of  times this plan has been recompiled 
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• The BigintData2 data column indicates the size, in kilobytes, of  the compiled plan 
• The Duration column tells you how long, in milliseconds, it took for the query to 

compile. 
Now, let's take a look at the second query I captured, which was an ad hoc query: 

 
Figure 11-37: This is an example of when an ad hoc query runs. 

In EventSequence  row 2592, we see that the ad hoc batch is starting. To the right, we see a small 
portion of the query. In EventSequence  2593, we see a Performance Statistics event, as shown in 
Figure 11-38: 

 
Figure 11-38: A graphical execution plan of this query is displayed above. 

For this event, the EventSubClass is 2, which means that an ad hoc query is being compiled. We can also 
see that it took 8 milliseconds to compile and that it took 152K of memory in the cache. At the bottom 
of the screen, we see the query execution plan that was created for this ad hoc query. In the next row, 
with EventSequence 2594, we see a second Performance Statistics event for the same ad hoc query, as 
shown in figure 11-39: 

 
Figure 11-39: An EventSubClass event of 0 displays the actual code at the bottom of the screen. 

In this case, the EventSubClass is 0, it has no compile duration or cache size data, but it does display the 
ad hoc query at the bottom of the screen. What is this about? Didn't I say earlier that an EventSubClass 
of 0 means that the query is not in cache? This seems a little confusing given that it was preceded by an 
event with an EventSubClass of 2. 

For whatever reason, when an ad hoc query is first compiled, it creates two Performance Statistics 
events, a 2 and a 0. Based on the definition of these two EventSubClasses, you would think it would list 
the 0 EventSubClass first and the 2 EventSubClass second. But it doesn't. These two EventSubClasses 
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only appear when an ad hoc query is run. When a stored procedure is run and compiled for the first 
time, it only produces a single Performance Statistics event. 

If you are really into following the lifecycle of a query, from original compilation to its removal from 
cache, this event can help you out, assuming you want to put up with the event's odd behavior. 

SQL:FULLTEXTQUERY 

The SQL:FullTextQuery event is used to troubleshoot Full Text Query problems. If you don't use the 
Full Text service, you can ignore this event. 

If are using the Full Text service, this event can be useful by providing you the following information: 

• Length of  time to complete the full text query 
• Error message number, if  any 
• The full text of  the query 

This event can incur a lot of overhead. Limit traces for this event to only those time periods when you 
want to capture troublesome queries. 

SHOWPLAN XML 

I've used this event throughout the book so you should be rather familiar with it. If you missed it, this 
event occurs every time SQL Server executes a SQL statement, producing an estimated graphical 
execution plan. This is a great tool for analyzing poorly performing queries. In addition, you can export 
the XML used to generate the graphical execution plan to an XML file. 

While you can capture the Showplan XML event by itself, it is generally more useful if you capture it 
along with some other basic events, such as: 

• RPC:Completed 
• SQL:BatchStarting 
• SQL:BatchCompleted 
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Figure 11-40: The Showplan XML event is one of the most powerful events available with Profiler. 

When you capture the above events, you get a trace like the one shown in Figure 11-41: 

 
Figure 11-41: The Showplan XML event captures the XML Showplan and displays it as a graphical execution 
plan in the Profiler window. 

Graphical execution plans provide some of the most useful information available on how a query is 
executed in SQL Server. In fact, almost every Profiler trace I run includes this event. 

Unfortunately, we don't have time to explain how to read graphical execution plans in this book, but if 
you want to learn more, check out the free e-book from Red Gate Software called Dissecting SQL Server 
Execution Plans, by Grant Fritchey. 
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If you want, you can save the Showplan XML code directly to a file, instead of just looking at it on the 
Profiler screen. There are two ways to do this. The first way is to right-click on the Showplan XML 
event and select "Extract Event Data", as shown in Figure 11-42: 

 
Figure 11-42: You can save the Showplan XML to a file using the Extract Event Data option. 

This brings up a dialog box where you can enter the path and filename of the XML code you want to 
store. Instead of storing the XML code with the typical XML extension, the extension used is 
.SQLPlan. Why? When you double-click on the a .SQLPlan file from within Windows Explorer, the 
XML code will open up in SSMS in the form of a graphical execution plan. This means that you can 
share graphical execution plans with other DBAs if you want. However, if you really want to be a geek, 
you can also open the file in Notepad and see the raw XML code. In fact, there is hidden query 
performance information stored in the RAW XML. A discussion of this is beyond the scope of this 
book. 

The second way to save the raw XML from Profiler is a little more ambitious. Instead of selecting one 
Showplan XML event at a time and saving it as a single file, you can have Profiler do this for you 
automatically for every Showplan XML event. To do this, go to the Trace Properties screen and select 
the Events Extraction Settings tab, as shown in Figure 11-43: 
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Figure 11-43: The Events Extraction Settings option allows you to save the Showplan XML code automatically 
for every event captured by Profiler. 

Here, you can specify that you want to collect all Showplan XML events, the location in which to store 
them, and whether you want to store them as one large file or as separate files for each event. 

NOTE: 

If you don't see the Events Extraction Settings tab, then you haven't selected the Showplan 
XML event under the Events Selection tab. 

As you might guess, using this option produces overhead for a busy server, so use it sparingly. 

If you get anything out of this chapter, it should be that the Showplan XML event is one of the most 
useful and powerful events available to DBAs. You need to take the time to learn how to use it, along 
with learning how to read graphical execution plans. 

SHOWPLAN XML FOR QUERY COMPILE 

The Showplan XML for Query Compile event is actually a subset of the Showplan XML event. While 
the Showplan XML event is fired every time a query is executed, the Showplan XML for Query Compile 
event only fires when a query is first compiled. If a query is executed that already has an execution plan 
in cache, then this event does not fire. 

Because the Showplan XML for Query Compile is so similar to the Showplan XML event, I don't want 
to repeat myself, so let's jump into a specific example to show how the two events are different. 

For the trace shown in Figure 11-44, I first cleared the cache of all currently existing execution plans and 
then ran the same ad hoc query as in the Showplan XML example: 
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Figure 11-44: The Showplan XMP for Query Compile event only fires when a query is compiled just before it is 
executed. 

Just before the query executes, the Showplan XML for Query Compile event fires and you can see the 
graphical execution plan for the query. Once the plan for the query compiles, the query is executed. I 
executed the query multiple times but since the plan for this query is already in cache, the Showplan 
XML for Query Compile event doesn't fire again. 

The Showplan for Query Compile is useful for troubleshooting query compilations, and uses less 
overhead than does the Showplan XML event (as fewer events are captured). And just as for the 
Showplan XML event, you can extract the raw XML and save it to disk. 

SHOWPLAN XML STATISTICS PROFILE 

By now, I bet you are getting tired of Showplan XML events. But wait, there is one more to consider. 
The Showplan XML Statistics Profile event is like the Showplan XML event in that it fires every time a 
query is executed. It also produces a graphical execution plan that can be exported to a raw XML file. So 
what is the difference between the two? The difference is that the Showplan XML Statistics Profile 
includes additional statistics not included in the Showplan XML event.  

The curious thing is that if you run the Showplan XML and Showplan XML Statistics Profile events at 
the same time, the data returned in Profiler looks virtually identical in each case. If this is the case, how 
are these events different? In fact, the differences are there, just hidden. The Showplan XML Statistics 
Profile event hides the additional statistics within the raw XML code, which can't be seen from Profiler. 
In order to see the differences in the data collected, Showplan XML Statistics Profile events need to be 
stored in a local database table and viewed there. Then you have to write an XML-based query to extract 
the statistics data. As you can imagine, this is beyond the scope of this book. However, if you are an 
XML fan, you can find out more about how to write this code here: 
http://blogs.msdn.com/sqlqueryprocessing/rss_tag_Statistics+Profile.xml 

 As it is implemented currently, the Showplan XML Statistics Profile event is not very convenient to use. 

http://blogs.msdn.com/sqlqueryprocessing/rss_tag_Statistics+Profile.xml�
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PROGRESS REPORT 

This event category includes a single event: Online Index Operation. It is used to monitor online index 
activity that results from creating, rebuilding or dropping indexes. Online indexing is only available on 
SQL Server 2005 Enterprise Edition. 

A significant performance issue with an online index operation should be a rarity. However, if you do 
experience issues, you may want to investigate, using the Online Index Operation event. 

 
Figure 11-45: Monitor Online Index Operation only if your are having performance problems during online 
indexing activities. 

If you decide to capture a Profiler trace of online indexing activity, you will want to start the capture just 
before the online indexing activity actually starts, and end it when it is complete. Otherwise, you are just 
wasting server resources. 

The key information provided by the Online Index Operation event is found in the EventSubClass data 
column. In this column you will see the status of the online index activity. The available subclass events 
are: 

• 1 = Start 
• 2 = Stage 1 execution begins 
• 3 = Stage 1 execution ends 
• 4 = Stage 2 execution begins 
• 5 = Stage 2 execution ends 
• 6 = Inserted row count 
• 7 = Done 

While the Online Index Operations event is useful to identify the status of the online index activities, it 
is more useful if you combine this event with other events, such as those related to blocking and 
performance. In addition, you may want to run a concurrent Performance Monitor trace in order to 
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determine where, if any, bottlenecks are occurring during the online index activity. By correlating the 
Profiler results with the Performance Monitor results, you can more easily identify problem areas. 

NOTE: 

Correlating Profiler and Performance Monitor results is covered in Chapter 8. 

If you discover that online index operations are indeed contributing to unacceptable performance 
problems, you may need to reschedule when they occur. 

QUERY NOTIFICATIONS 

SQL Server 2005 introduced a new feature called Query Notifications, which is built on the Service 
Broker. Essentially, Query Notifications allows applications to be notified automatically when data in the 
database has changed. If you are not using Query Notifications in your applications, then you can skip 
this event category. If you are, then the four events in the Query Notification category can help you to 
identify performance issues and to debug application problems. The four events are: 

• QN: Dynamics – Provides information on the background activity SQL Server 
performs to support query notification. This includes: clock run started, clock run 
finished, master cleanup task started, master cleanup task finished, and master cleanup 
task skipped. 
 

• QN: Parameter Table – Provides information on the internal tables used to store 
parameter information, including: table created, table drop attempt, table drop attempt 
failed, table dropped, table pinned, table unpinned, number of  users incremented, 
number of  users decremented, LRU counter reset, cleanup task started, cleanup task 
finished. 
 

• QN: Subscription Event – Provides information on subscriptions, including: 
subscription registered, subscription rewound, subscription fired, firing failed with broker 
error, firing failed without broker error, broker error intercepted, subscription deletion 
attempt, subscription deletion failed, and subscription destroyed. 
 

• QN: Template – Provides information on the use on query templates, including: 
template created, template matched, and template dropped. 
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Figure 11-46: Query Notifications can be traced by using the above four events. 

Since Query Notifications is built upon the Service Broker and also involves queries, you will probably 
want to trace the following events in addition to the Query Notification events: 

• Broker Events (all that are appropriate) 
• RPC:Completed 
• SQL:BatchStarting 
• SQL:BatchCompleted 

When collecting so many events, it is important to run only such a Profiler trace for as short as time as 
you can in order to minimize its performance impact. 

SCANS 

Index and table scans are a fact of life. It is not always possible, or even efficient, for a set of data to be 
retrieved by an index seek. In other words, the appearance of index or table scans in an execution plan is 
not necessarily a reason to assume the query is performing inefficiently. In effect, some scans are 
"good", and the queries they are found in don't need to be tuned; and some scans are "bad," and the 
queries they are found in need performance tuning. While the discussion of how to tell a "good" scan 
from a "bad" one is outside the scope of this book, a high level of scan events in a Profiler trace may be 
an indication that you have more "bad" scans that would be optimal for the performance of your server. 

The Scans event category includes two events: 

• Scan: Started 
• Scan: Stopped 
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Figure 11-47: Both index and table scans are identified using the Scan events. 

The scans identified by these two events can be either index or table scans and you can use the IndexID 
data column to determine which are which.  

First of all, collecting both the "Scan:Started" and "Scan:Stopped" events are somewhat redundant, as 
both events indicate that a scan is being performed, which is all we really want to know. You may 
sometimes want to capture both events and calculate the duration, but this won't be common. What we 
really want to know is how many scans, of any type, are being performed, and to identify those that 
appear to be excessive. 

Besides the single Scan:Started event, I also like to include the following context events when I am 
performing a Profiler trace with the goal of identifying excessive scans: 

• Showplan XML 
• RPC:Completed 
• SP:StmtCompleted 
• SQL:BatchStarting 
• SQL:BatchCompleted 

This way, when a trace is collected, you can see exactly what Transact-SQL is causing the scans. In 
addition, you get to see the execution plan of the offending query, which provides you with additional 
information that can help you determine if the scan you have identified is a "good" or a "bad" one. 

When I perform a Scan trace, I also like to group the scan by the EventClass data column, which 
produces a screen like the following: 
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Figure 11-48: Grouping by the EventClass data column makes it easy to determine if scans are a problem. 

For example, in the above trace it is very easy to see that there were only 16 Scan:Started events that 
occurred during the capture. If this data was captured over an hour, I would be very happy, as only 16 
scans happening in a single hour would be a very good thing. On the other hand, if I discovered 124,843 
Scan:Started events in a single hour, then I would want to investigate why there are so many. At this 
point, I would then drill down into the trace data, identifying what Transact-SQL code is contributing to 
the most scans, and then analyzing the code to see if the scans were "good" and could be ignored, or 
"bad" scans that indicated I need to review the code and look for ways to boost its performance. 

SECURITY AUDIT 

The Security Audit event category has more events than any other, a total of 43.  

NOTE: 

If you want to learn more about how to audit SQL Server activity using Profiler, see Chapter 6, 
"Using Profiler to Audit Database Activity." 
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Figure 11-51: The Security Audit category has 43 events. 

Typically, you use Security Audit events to track what users are doing inside a SQL Server instance. 
While Profiler can do this, there are several disadvantages to using Profiler for this purpose on anything 
but a part-time basis. For example, using Profiler to audit SQL Server instances can be very resource-
intensive. A busy server can create thousands of Security audit events per minute, which means 
resources have to be diverted from SQL Server to Profiler. If your SQL Server is not particularly busy, 
this might not be a problem. 

Profiler also doesn't make it particularly easy to extract the information you want from the collected 
data. Essentially you need to store the data in a database and then create queries to extract the data you 
want, which is all a manual process. 

Lastly, configuring what audit events to collect, along with which data columns, is not convenient using 
the included GUI interface. 

Yes, you can perform security auditing with Profiler, but it is far from ideal if you need to do security 
auditing on a continuing basis. On the other hand, if you only need to perform security auditing for 
short periods, then Profiler can work well for you. 

SERVER 

The Server event category is another one of those categories that encompasses an odd collection of 
events. The three events in this category are: 

• Mount Tape 
• Trace File Close 
• Server Memory Change 

We'll take a brief look at the first two, and spend a little extra time on the Server Memory Change event, 
which is of more interest – and use – to DBAs. 
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Figure 11-52: The Server event category includes widely varying event types. 

MOUNT TAPE 

This event will tell you when a tape mount request on your SQL Server was requested, completed, or 
cancelled. While I am sure there are some DBAs who use this feature on SQL Server, I have never 
personally met one. 

TRACE FILE CLOSE 

This event fires when a trace file has been closed during a rollback. This can occur when you are playing 
back a trace file in Profiler. I have not personally found any reason to want to trace this. 

SERVER MEMORY CHANGE 

Of the three events in the Server events category, this event is the most interesting. This event fires 
when the memory of a SQL Server instance increases or decreases by either 1mb or 5% of the 
maximum server memory allocated to SQL Server, whichever is greater. 

When you collect this event, all it shows is when the event occurred, if the event was a memory increase 
or a memory decrease, and the new memory size, in mb’s. There is no indication why the event 
occurred. 

To put the Server Memory event in context, I usually capture some additional events, such as: 

• RPC:Completed 
• SQL:BatchStarting 
• SQL:BatchCompleted 

In the trace shown in Figure 11-53, there are four Server Memory events, grouped in two sets of two: 
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Figure 11-53: You can trace when SQL Server increases or decreases its need for memory. 

In the first Server Memory Change event, the amount of memory was raised to 111mb. Almost 
immediately afterwards, it went up to 245mb. About 27 seconds later, memory went to 370mb, then to 
512mb. I have my test system limited to a maximum of 512MB, so memory can't increase any further. 
However, it is already obvious that the code I was running was consuming a lot of memory, very quickly. 

Fortunately, this example is not typical. Once a server has been up and running for a while, you're 
unlikely to see this sort of activity. In other words, once SQL Server has started and begins to use 
memory, it grabs the amount it needs and memory requirements generally don't change a whole lot, 
unless unusual activity occurs. 

I don't collect this event on a regular basis because when I want to track memory usage of SQL Server, I 
generally use Performance Monitor instead. While Performance Monitor might not provide the exact 
data (the increases or decreases of 5%) it provides a wealth of other useful memory-related counters that 
generally provide all the memory data I need to troubleshoot problems. 

SESSIONS 

The Sessions event category has a single event: ExistingConnection. Its sole purpose is to provide a 
list of currently existing user connections (at the time the Profiler trace started), providing connection 
data for each connection. 
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11-54: The Sessions event has a single event: ExistingConnection 

Whenever you begin a Profiler Trace, using the ExistingConnection event, a list of all currently existing 
connections appears as rows at the top of the Profiler window. When you click on any of the 
connections, you see the connection information at the bottom of the screen, as shown in Figure 11-55: 

 
Figure 11-55: The ExistingConnection event provides all the connection settings for all current connections at 
the time the Profiler trace begins. 
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This event only fires when Profiler first starts. Once Profiler starts and all existing connections are 
displayed in Profiler, this event does not fire any more and any new connections made after a Profiler 
trace begins are not added to the list. 

The connection information provided by the ExistingConnection event can be handy when 
troubleshooting connection problems, and to help identify the differences between connections. 
Different connection settings can affect how a query is processed and sometimes the only way to 
troubleshoot such a problem is to see what the connection settings are. 

STORED PROCEDURES 

The Stored Procedures event category includes 12 events and is probably one of the most useful set of 
events available in Profiler. These events can be used to troubleshoot many different types of stored 
procedure-related problem. Because of this, we will take our time in this section. The 12 events are: 

• RPC:Output Parameter 
• RPC:Completed 
• RPC:Starting 
• SP:CacheHit 
• SP:CacheInsert 
• SP:CacheMiss 
• SP:CacheRemove 
• SP:Completed 
• SP:Recompile 
• SP:Starting 
• SP:StmtCompleted 
• SP:StmtStarting 
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Figure 11-56: There are 12 events available in the Stored Procedures event category. 

You have probably already noticed that several of these events above have been discussed previously in 
this chapter, and throughout the book. This is because many events in the Stored Procedure events 
category are useful to collect together with other events, giving you a better view of what is happening in 
your server. 

Before we jump into the discussion of individual events, let's first take consider the RPC and SP prefixes 
found before each of these events. Three of the events begin with RPC, and the rest begin with SP. RPC 
stands for Remote Procedure Call, and SP stands for Stored Procedure. The two prefixes refer to 
different ways in which a stored procedure can be called. 

If a stored procedure is called using an ODBC CALL escape sequence or an OLE DB RPC escape 
sequence, then it is picked up by the RPC events. If you create a .NET SqlCommand object and assign it 
a CommandType of "StoredProcedure," this will also create an RPC event. 

If a stored procedure is called by the Transact-SQL Execute statement, then it is picked up by the SP 
events. If you create a .NET SqlCommand object and assign it a CommandType of "Text," this will also 
create an SP event. 

You won't always know how an application will call a stored procedure, so it is a good idea to capture 
both RPC and SP events to ensure that you don't miss anything. More often than not, you will find SP 
events much more common than RPC events. 

RPC:OUTPUT PARAMETER 

When a stored procedure executes, an output parameter can be returned, which can be used by the 
called application. The RPC:Output Parameter event is designed to capture the output parameters from 
a stored procedure executed as a remote procedure call. This can be handy when debugging application 
code, checking to see if the stored procedure is outputting what you expect it to output. This event does 
not return output parameters from a stored procedure called by the Transact-SQL EXECUTE 
statement. 
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RPC:COMPLETED 

The RPC:Completed event fires after a stored procedure is executed as a remote procedure call. The 
default data columns collected for this event include useful information about the execution of the 
stored procedure, including the CPU time used to execute the stored procedure, the total length of time 
the stored procedure ran, logical reads and writes that occurred during its execution, along with the 
name of the stored procedure itself. 

RPC:STARTING 

The RPC:Starting event fires when a stored procedure is first executed as a remote procedure call. In 
many cases, DBAs don't even bother tracing this event as the information it provides is a subset of what 
the RPC:Completed offers. 

SP:CACHEHIT 

When a client application requests that a stored procedure be executed, one of the first things the query 
optimizer does is to determine if the stored procedure's execution plan has been cached or not. If it has, 
then the stored procedure can most likely reuse the plan, saving time. The SP:CacheHit event is fired 
every time that a stored procedure is about to be executed and the query optimizer has determined that 
there is a matching execution plan available in cache. 

 
Figure 11-57: SP CacheHit indicates that the query optimizer has determined that the execution plan for the 
stored procedure is already in cache. 

In the example shown in Figure 11-57, you can see that an SP:CacheHit event occurred when the 
ADGSP_PO_PurchasOrd stored procedure ran, because the execution plan for this stored procedure 
was already in cache. When a SP:CacheHit event occurs, the EventSubClass data column can take one of 
two values: 

• 1 = Execution Context Hit – a free execution plan was found in the plan cache. 
• 2 = Compplan Hit – a compiled plan was found in the plan cache. 

This event is handy when you are trying to identify if a particular stored procedure's execution plan is 
being used over and over. In most cases this is a good thing, but at other times it can be a bad thing. 
This event, in the context of others in this event category, can make this kind of troubleshooting easier. 
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SP:CACHEINSERT 

When the query optimizer has to create an execution plan, because one doesn't already exist in the plan 
cache, it has to take that plan and insert it into the plan cache so that it can be used the next time the 
stored procedure is executed. When this happens, an SP:CacheInsert event is fired. 

 
Figure 11-58: An SP:CacheInsert occurs when the query optimizer puts an execution plan into cache. 

The SP:CacheInsert event can be used to help identify stored procedures that are being recompiled too 
often, or that are being removed from the cache too soon due to a lack of available memory to store 
cached plans. Each SP:CacheInsert event indicates that a stored procedure had to be compiled for some 
reason. The reason for this is not provided by the event. 

SP:CACHEMISS 

The SP:CacheMiss event indicates that an execution plan for a stored procedure is not in the plan cache, 
causing the query optimizer to create a new execution plan. 

 
Figure 11-59: An SP:CacheMiss occurs when a stored procedure that is to be executed does not have an 
execution plan currently in cache. 

One of the implications for the SP:CacheMiss event is that this stored procedure's execution plan could 
have been in the plan cache, but wasn't. This could mean that this is the first time the stored procedure 
has run. Or, it could mean that the stored procedure was moved out of the plan cache by SQL Server 
because there was not enough memory to retain it.  

If you see a lot of SP:CacheMiss events for a particular stored procedure throughout the day, and this 
procedure runs often, it may mean your server is low on memory, forcing the execution plan to be 
constantly moved out of the plan cache due to lack of memory to retain it. 
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SP:CACHEREMOVE 

Sometimes, SQL Server decides that it needs memory for a particular internal need, and because of a 
lack of available memory, decides to reduce the amount of RAM given to the plan cache. When this 
happens, currently existing execution plans are removed from the plan cache and the SP:CacheRemove 
event fires. If you see a lot of these events, it is a strong indication that your server needs more RAM for 
the existing workload. 

SP:COMPLETED 

Aptly named, the SP:Completed event fires when a stored procedure completes executing. The data 
columns return some very useful information, including the name of the stored procedure, the total 
duration for which the stored procedure ran, the number of rows it returned from all statements 
included in it, and more.  

 
Figure 11-60: The SP: Completed events occurs when a stored procedure has complete executing. 

In the example in Figure 11-60, the first row shows a SP:Starting event, which tells us that a new stored 
procedure has begun to execute. Then there are several statements within the stored procedure that 
execute and, finally, the SP: Completed event occurs, letting us know that execution of the stored 
procedure is complete. 

SP:RECOMPILE 

This event is deprecated. Instead, you should instead use the SQL:StmtRecompile event, which is 
included in the TSQL event category. 

SP:STARTING 

Like the SP:Completed event, the SP:Starting event is aptly named and fires whenever a stored 
procedure begins executing. 
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Figure 11-61: The SP: Starting events signals when a stored procedure begins execution. 

While the SP:Starting event is a handy way to indicate the beginning of the execution of a stored 
procedure, the event's data columns don't provide a lot of useful information beyond this. Many DBAs 
consider this event optional when they collect trace data, as this information is essentially a subset of 
what the SP: Completed event provides. 

SP:STMTCOMPLETED 

Stored procedures are made up of one or more SQL statements. In SQL Server, each statement within a 
stored procedure creates a separate event. As you have already guessed, the SP:StmtCompleted event 
indicates when a statement within a stored procedure has ended. 
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Figure 11-62: SP: The StmtCompleted indicates when a statement within a stored procedure ends. 

The SP:StmtCompleted event's data columns provide lots of useful information about the statement, 
including the actual code in the statement, the duration for which the statement ran, the amount of CPU 
time used, the number of logical reads and writes, and the number of rows returned by the statement, 
among others. This is a very commonly collected event and is very useful to the DBA. 

SP:STMTSTARTING 

The SP:StmtStarting event, as you may have guessed, indicates when a statement within a stored 
procedure begins. 
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Figure 11-63: The SP: StmtStarting event indicates when a new statement within a stored procedure begins. 

Like the SP:Starting event, the SP:StmtStarting event is useful to help place a statement in context of 
what else is going on in a server, but is of little further use. As such, many DBAs also consider the SP: 
StmtStarting event an optional event because it is essentially a subset of the SP: StmtCompleted event. 

TSQL 

While the previous section focuses on stored procedure activity, the TSQL event category focuses on 
Transact-SQL activity, as found in batches and individual SQL statements.  
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Figure 11-64: The TSQL event category has three distinct types of event. 

The TSQL events fall into three distinct subcategories, so I will discuss them as three separate groups. 

Batch and Statement Level Events 

• SQL:BatchStarting 
• SQL:BatchCompleted 
• SQL:StmtStarting 
• SQL:StmtCompleted 
• SQL:StmtRecompile 

Prepare/Execute Model Events 

• Prepare SQL 
• Exec Prepared SQL 
• Unprepare SQL 

XML Event 

• XQuery Static Type 

BATCH AND STATEMENT LEVEL EVENTS 

A batch is a group of Transact-SQL statements that run as a single unit. A batch might include a single 
Transact-SQL statement, or it might include many separate Transact-SQL statements. The TSQL event 
category includes both batch starting and completion events, along with statement level starting and 
completion events. As you might expect, when a batch (with one or more statements) is executed, the 
batch starting event occurs first, then the statement level starting and completion events (one for each 
statement); when all the statements are run, a batch completed event occurs. 
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SQL:BATCHSTARTING 

An SQL:BatchStarting event is fired whenever a new batch begins. Once a batch begins, then one or 
more individual Transact-SQL statements are executed. 

 
Figure 11-65: All batches begin with an SQL:BatchStarting event. 

Like the SP:Starting and SP:StmtStarting events, the SQL:BatchStarting event allows you to see clearly 
where a batch begins. Other than this, it is not particularly useful. 

SQL:BATCHCOMPLETED 

The SQL:BatchCompleted event occurs when a batch completes. This means that one or more 
Transact-SQL statements within this batch have completed execution. 
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Figure 11-66: The SQL:BatchCompleted event fires when a batch is done. 

The SQL:BatchCompleted event is more useful than the SQL:BatchStarting event because it includes 
useful information like the duration of the entire batch, the logical number of reads and physical writes 
caused by all the statements inside the batch, the total number of rows returned by the batch, and more. 
Many DBAs use the SQL:BatchCompleted event, but not the SQL:BatchStarting event, as the latter is 
just a subset of the SQL:BatchCompleted event. 

SQL:STMTSTARTING 

Once a batch starts, then the individual statements within the batch are executed, one at a time. The 
SQL:StmtStarting event is fired as the execution of each individual statement begins. 
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Figure 11-67: The SQL:StmtStarting event occurs at the beginning of every new Transact-SQL statement. 

Notice in the above batch that there are two SQL:StmtStarting events, indicating two Transact-SQL 
events in this batch. Like the SQL:BatchStarting event, the SQL:StmtStarting event is useful to identify 
when a new statement is being executed. 

SQL:STMTCOMPLETED 

The SQL:StmtCompleted event occurs when an individual SQL statement completes execution. 

 
Figure 11-68: The SQL:StmtCompleted event occurs after each SQL:StmtStarting event. 
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In the example shown in Figure 11-68, you see two SQL:StmtCompleted events because there are two 
Transact-SQL events in this particular batch. Once again, the data columns that accompany the 
SQL:StmtCompleted event provide useful information regarding the duration of the entire statement, 
the logical number of reads and physical writes caused by the statement, the total number of rows 
returned by the statement, and so on. 

SQL:STMTRECOMPILE 

Starting with SQL Server 2005, recompilation of Transact-SQL code occurs at the statement level, not at 
the batch or stored procedure level. Because of this, the SQL:StmtRecompile can be used with both 
Stored Procedure and TSQL events to identify Transact-SQL code that recompiles. 

Generally speaking, when the a Transact-SQL statement is sent to the query optimizer, it first checks to 
see if the Transact-SQL statement already has an execution plan in the plan cache. If it does not, then a 
new execution plan is created. If it does find an execution plan, then it is usually reused. 

Occasionally, an execution plan exists in the plan cache, but the query optimizer doesn't want to use it, 
preferring instead to recompile the statement. Why? There are a variety of possible reasons, including: 

• Schema changed 
• Statistics changed 
• There is a deferred compile 
• A SET option changed 
• A temp table changed 
• A remote rowset changed 
• For Browse permissions changed 
• The query notification environment changed 
• A partition view changed 
• Cursor options changed 
• A recompile request was made 

If you check the EventSubClass data column for this event, it will tell you for which of these reasons the 
Transact-SQL statement was recompiled. 

If any table or view accessed by the Transact-SQL code is subject to any of the above changes, between 
the time the code is first recompiled and the time it needs to execute again, then the Query Optimizer 
will force the code to recompile. This is because any of these changes could negatively affect the 
performance of the existing execution plan, so a new plan needs to be created in order to ensure an 
optimal execution plan is used. 
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Figure 11-69: The SQL:StmtRecompile event fires when the query optimizer identifies a reason why a particular 
statement should be recompiled. 

In many cases, a recompile is a necessary event, so seeing SQL:StmtRecompile events in a trace file is 
normal. On the other hand, excessive recompiles indicates a potential problem. So, if you see a lot of 
these events, you will want to investigate them, especially if they are occurring over and over for the 
same Transact-SQL statement.  

PREPARE/EXECUTE MODEL EVENTS 

In some cases, applications that use the SqlClient, ODBC, OLE DB, or DB-Library prepare a SQL 
statement that is sent to SQL Server to be executed. This can involve up to three steps: 

1. Preparation of  the SQL statement into an execution plan (Prepare SQL) 
2. The execution of  the SQL statement (Exec Prepared SQL) 
3. Removing the execution plan from the plan cache (Unprepare SQL). 

This occurs for applications that use the prepare/execute model to communicate with SQL Server. For 
too many reasons to discuss here, the prepare/execute model is not the ideal way to communicate with 
SQL Server and should be avoided. Most applications do not use this model, so it is not much of an 
issue, and you will not have to worry about tracing the three related TSQL events: Prepare SQL, Exec 
Prepared SQL, and Unprepare SQL. 

On the other hand, if you have poorly-performing applications and notice that it is using the 
Prepare/Execute model to communicate with SQL Server, then you can use these three TSQL events to 
monitor how effectively this model is working. 

PREPARE SQL 

This event fires when a prepared Transact-SQL statement has been sent to SQL Server via SqlClient, 
ODBC OLE DB, or DB-Library. This event only occurs when the Transact-SQL statement is first 
compiled. 

EXEC PREPARED SQL 

This event fires when the Transact-SQL statement is actually executed. In a typical trace you should see 
three to five times more Exec Prepared SQL events than Prepare SQL events. This is because the 
Transact-SQL statement should be compiled only once, and then executed over and over again without 
being recompiled each time it is run. If you notice that the number of Prepare SQL events is about the 
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same as the Exec Prepared SQL events, this means that the Transact-SQL statement is being recompiled 
over and over again, and is a strong indicator that the application code used to execute the Transact-
SQL using the Prepare/Execute Model is poorly designed and is running inefficiently.  

UNPREPARE SQL 

This event fires when the application has specifically removed a prepared Transact-SQL statement from 
the plan cache. This should be a rare event. 

XML EVENT: XQUERY STATIC TYPE 

The last event in the TSQL event category is XQuery Static Type. The XQuery Static Type event fires 
whenever SQL Server executes an XQuery expression. To manipulate XML data in SQL Server, the 
XQuery language must be used. It is a subset of Transact-SQL and is executed by the query optimizer in 
a very similar way to standard Transact-SQL statements. This event can be used when troubleshooting 
problems with the XQuery language. 

TRANSACTION 

The Transaction event category has 13 events, three of which may be of some use to DBAs, while the 
other 10 are client software specific. The 13 events are: 

• DTCTransaction Event Class 
• SQLTransaction Event Class 
• TM: Begin Tran Completed Event Class 
• TM: Begin Tran Starting Event Class 
• TM: Commit Tran Completed Event Class 
• TM: Commit Tran Starting Event Class 
• TM: Promote Tran Completed Event Class 
• TM: Promote Tran Starting Event Class 
• TM: Rollback Tran Completed Event Class 
• TM: Rollback Tran Starting Event Class 
• TM: Save Tran Completed Event Class 
• TM: Save Tran Starting Event Class 
• TransactionLog Event Class 
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Figure 11-71: We will be discussing three of the Transaction events. 

Of the above 13 Transaction events, ten are preceded by the letters "TM". These ten events only collect 
data if your client application is using a Transaction Management Interface to communicate with SQL 
Server. Because this is not common, and because these events are of more interest to developers than 
DBAs, we won't discuss them here. However, we will discuss these 3 Transaction events: 

• DTCTransaction  
• SQLTransaction 
• TransactionLog 

DTCTRANSACTION 

Distributed transactions, or transactions that occur between two databases on the same or different 
servers, are notoriously difficult to troubleshoot. While this is mostly a developer debugging issue, often 
DBAs get caught up in helping to resolve these problems.  

The DTCTransaction event can be used to monitor the status of transactions flowing through the 
Microsoft Distributed Transaction Coordinator (MS DTC). It is fired every time a distributed 
transaction occurs. While the data columns for this event provide a lot of useful troubleshooting 
information, the most useful data is found in the EventSubClass data column. This column describes the 
status of the distributed transaction, and can report back the following states: 

• 0 = Get address 
• 1 = Propagate Transaction 
• 3 = Close connection 
• 6 = Creating a new DTC transaction 
• 7 = Enlisting in a DTC transaction 
• 9 = Internal commit 
• 10 = Internal abort 
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• 14 = Preparing Transaction 
• 15 = Transaction is prepared 
• 16 = Transaction is aborting 
• 17 = Transaction is committing 
• 22 = TM failed while in prepared state 
• 23 = Unknown 

Armed with the above information, the developer should be able to see what is happening with the code 
and troubleshoot the problem. If your server is running many distributed transactions, capturing this 
event can put an undue burden on the SQL Server's resources. Be sure to collect data only for limited 
periods of time. 

SQLTRANSACTION 

Of the three Transaction events, this one is probably of the most interest to DBAs and developers. The 
SQLTransaction event fires each and every time a SQL Server transaction begins and ends. 

 
Figure 11-72: The SQLTransaction event reports back on all SQL Server transactions. 

When it fires, the SQLTransaction event provides a wealth of useful information for DBAs and 
developers trying to troubleshoot specific transaction problems. The information provided by this event 
includes: 

• The duration of  the event 
• Username of  the transaction 
• The name of  the object being referenced in the transaction 
• The state of  the transaction 

o 0 = Begin 
o 1 = Commit 
o 2 = Rollback 
o 3 = Savepoint 

Because the SQLTransaction event fires at least twice for every transaction, collecting this event can be 
quite burdensome on the server, so only collect this event if you absolute need to, and only collect it for 
the duration of the specific transactions in which you are interested.  
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TRANSACTIONLOG 

The TransactionLog event is used to track activity in a database's transaction log, and is supposed to 
record when transactions are actually written to a transaction log. Unfortunately, this event is not very 
useful because the most of the data it provides is not documented by Microsoft.  

 
Figure 11-73: The TransactionLog Event is poorly documented and not too useful. 

In addition, this event can generate thousands of events per second, putting a huge burden on your 
server. Until Microsoft decides to document this event, it is not much use to anyone. 

USER CONFIGURABLE 

The User Configurable event category allows the DBA or developer to create up to ten user-defined 
Profiler events. That's right: you have to define these events yourself if you want to use them! 

User Configurable events can be used to debug an application, or within an application to provide useful 
information on the behavior of your application.  
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Figure 11-74: Create your own profiler events that can be captured with Profiler. 

Other than to say that these events are created with the sp_trace_generateevent command in SQL 
Server, we will not be discussing the topic further in this book, as it would require a lengthy chapter to 
cover all there is to know about it. 

Believe it or not, we have finished our discussion on useful Profiler events. If you have any attention 
span left at this point, we are ready to dissect the various data columns that are available for Profiler 
events. 

PROFILER DATA COLUMNS 
SQL Server Profiler offers up to 64 different data columns per event, although not every column is used 
for every event. In this section, we will take a quick look at each of the available data columns, including 
a discussion of which ones are more useful than others. 

NOTE: 

When I describe the data columns below, I often refer to how often a particular data column is 
used, such as rarely or often. When I make such a statement, I am referring to how commonly 
the data column is used by the various events, not by how commonly the data columns are used 
by DBAs to troubleshoot problems. 

APPLICATIONNAME 

Assuming that the client application passes SQL Server its name (and often no name is passed from the 
application), this data column lets you know which application is associated with this event. On some 
occasions, the name of the application that is passed to SQL Server may not match the name normally 
associated with the application, making it difficult to determine exactly which application is creating the 
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event. When multiple applications are running on the server and you only need to see trace results of a 
single application, it is often useful to filter on this column.  

BIGINTDATA1 

This seldom-used data column includes event-specific data. 

NOTE: 

Event-specific data means that the contents of a particular data column will vary, depending on 
the event. Often, the only way to find out event-specific data is to look it up in Books Online.  

BIGINTDATA2 

This even less seldom-used data column includes event-specific data. 

BINARYDATA 

A few events include this column, which stores event-specific binary data. In most cases, as the data is in 
binary form, it is not too useful. One exception to this is the Showplan XML event. The actual XML 
data is stored as binary data. While we can't read the data directly, we need to capture it so that Profiler 
can display the graphical execution plan. 

CPU 

This useful data column shows the amount of CPU time used by the event (in milliseconds). This is a 
commonly-used data column.  

CLIENTPROCESSID 

This the ID number assigned to the client process that is communicating with SQL Server and that has 
created this event. It is only populated if the client passes the ClientProcessID to SQL Server. Most 
events include this data column, and it can be used to filter events so that you only capture those events 
relating to the client process in which you are interested. 

COLUMNPERMISSIONS 

This rarely-used data column is available for audit events only and is used to help you track column 
permission activity. 

DBUSERNAME 

This is the SQL Server user name used by the client. It may or may not be very useful, depending on the 
granularity of user security used by the client. For example, if a client application uses DBO to access a 
database, then DBO will be put into this data column, which is generally not very useful information. 

DATABASEID 

This is the internal database ID used by SQL Server, as expressed by a single integer. You can use the 
DB_NAME() function to find out the name of the database associated with this integer. Generally, 
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however, it is easier to use the DatabaseName data column. For most events, both the DatabaseID and 
DatabaseName data columns are available, so you only need to capture one or the other. However, for 
those few events that only return the DatabaseID, and not the DatabaseName, will you need to use this 
data column to identify which database is being affected by the event. 

DATABASENAME 

Many events include the DatabaseName data column, which makes it easy to identify which database is 
being affected by which event. If this column is available for an event, there is no point collecting the 
DatabaseID, as it is redundant. Filters are often created on the DatabaseName column, restricting events 
to those relevant to the database you are investigating. 

DURATION 

This very useful data column provides the length of time that an event has taken from beginning to end, 
in microseconds. Curiously, when Duration is displayed from the Profiler GUI, it is shown in milliseconds 
(although you can change this by going to Tools|Options from within Profiler, and changing the default 
setting). So internally, SQL Server stores Duration data as microseconds, but, by default, displays it in 
milliseconds in Profiler. In addition, when trace data is written to a file or a database, the data is also 
written in the form of microseconds. 

The Duration column provides DBAs with valuable information on the performance of the event. You 
can also filter on Duration, which allows you to select only those events that fall into a timeframe of 
interest to you. For example, when I look for long running queries on a SQL Server, I often only return 
those queries that exceed a duration of 5000 milliseconds (5 seconds). This helps me to focus on only 
those queries that are causing the biggest performance problems. 

ENDTIME 

The EndTime data column is used for those events associated with a specific end time. It can be used to 
help identify when a particular query or transaction completes. 

ERROR 

Some events are associated with specific errors. If an error occurs, this data column is populated with 
the error number. While not always true, you can search for the text message associated with the error 
message in the sys.messages system view. 

EVENTCLASS 

This is the name of the event you are capturing. You will always want to capture this data column so you 
know what events you have captured. 

EVENTSEQUENCE 

Every event produced by SQL Server Profiler trace is assigned a sequence number. This data column is 
useful to see the order in which events were fired. Much of the time, you will capture traces in default 
order, which means that the events are displayed in the order they occurred in the Profiler GUI, and the 
EventSequence numbers will be displayed in ascending order. However, if you choose to capture traces 
grouped differently from the default order, then the EventSequence data column makes it easier for you 
to see whether an event occurred before or after another event. 
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EVENTSUBCLASS 

This is a very useful, but often overlooked data column. Many events have sub-events which, rather than 
have their own row, are displayed in the EventSubClass data column. In this column, assuming the event 
has sub-events, you will see some indication of what the sub-event is. Most of the time the sub-events 
are fairly self-explanatory; if they are not, you can research them in Books Online. If an event has an 
EventSubClass data column, I highly recommend that you always capture it, as it can contain valuable 
information. 

FILENAME 

Some of the events refer to a logical name of a file that has been modified. If this is the case, the name 
of the file is stored in the FileName data column. 

GUID 

This seldom-used data column contains a GUID value that is specific to the event being traced. 

HANDLE 

This seldom-used data column stores an integer value, used by ODBC, OLE DB, or DB-Library to 
coordinate server execution. 

HOSTNAME 

This common and useful data column includes the name of the host running the client application. 
Unfortunately, this column has to be provided by the application, which does not always do this. A filter 
on this column allows you to focus your trace on only those events from the specific host you are 
troubleshooting. 

INDEXID 

A handful of events refer to specific indexes that have been affected by an event. The value returned is 
an integer that identifies the logical number of the index. You can find the name of the index by looking 
up the index ID number in the sys.indexes system view of the database where the index is located. 

INTEGERDATA 

This seldom-used data column includes event-specific data. 

INTEGERDATA2 

This even less-used data column includes event-specific data. 

ISSYSTEM 

This very common data column tells you whether an event occurred on a system process or a user 
process. A value of 1 refers to a system process, and a value of 0 refers to a user process. It is sometimes 
handy to filter out the system process so you can focus on user processes instead. 
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LINENUMBER 

This data column can be helpful when debugging application code. For a limited number of events, it 
contains the physical line number of the statement in a batch or stored procedure that is affected by the 
event. 

LINKEDSERVERNAME 

If you are tracing any of the limited number of events that relate to linked servers, this data column 
stores the name of the linked server. 

LOGINNAME 

Most events include the LoginName data column. It stores the login of the user that caused the event. 
Depending on the type of login used, this column can contain either the SQL Server login ID or the 
Windows Login ID (domain\username). This useful data column helps you to identify who is causing 
potential problems, and is also a good column to filter on. This way, you can limit trace results to those 
of a specific user. 

LOGINSID 

This commonly-used data column contains the security identify (SID) of the user that caused the event. 
In most cases, you will probably not need it, as the LoginName data column provides essentially the 
same data and is easier to read. If you need to find out the login name of a SID, you can do so by 
querying the sys.server_principals view in the master database. 

METHODNAME 

This seldom-used data column contains the OLE DB method that was used when this event was 
created. You might find it useful for debugging applications. 

MODE 

This seldom-used data column includes event specific state data. 

NTDOMAINNAME 

This commonly-used data column contains the name of the domain in which the user responsible for 
the event resides. In most cases, you won't care about this information. 

NTUSERNAME 

This is also another commonly-used data column and contains the Windows user name of the user 
responsible for the event. In many cases this data duplicates the data found in the LoginName column. 

NESTEDLEVEL 

This data column is used for those events that return a value based on the @@NESTLEVEL function. 
It can sometimes be useful for debugging applications. 
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OBJECTID 

Many events are directly related to specific objects, such as a table or index. The ObjectID data column 
stores the system-assigned ID of the object being affected by the event. To identify the name of an 
object ID, query the sys.objects system view of the database where the object is located. This can be a 
very useful data column, helping you to identify specific objects that might be troublesome. In addition, 
you can filter on this column so that you focus exclusively on particular objects of interest. Many events 
that include the ObjectID also include the ObjectName data column. If this is the case, using both of 
these data columns would be redundant. 

OBJECTID2 

In a limited number of events, the ObjectID2 data column is used to indicate the system-assigned ID of 
an object related to the object found in the ObjectID column. 

OBJECTNAME 

In some events, the ObjectName is stored in the ObjectName data column. There is no point in 
returning data for both ObjectID and ObjectName data columns. Instead, pick one and use it. 

OBJECT TYPE 

Occasionally, when an ObjectID or ObjectName column is used in an event, the type of the object is 
stored in this column. The type value is a number, not a name. You can query the sys.objects system 
view to find out what object type the number refers to. 

OFFSET 

This seldom-used data column indicates a starting offset number of a statement within a batch or stored 
procedure. You might find it useful for debugging applications. 

OWNERID 

This data column is deceivingly named. It is only used for lock events and refers to the type of the object 
that owns the lock. This can be useful information when troubleshooting locking issues. 

OWNERNAME 

This data column, which is used for some Broker and Audit events, lists the database user name of the 
object owner. 

PARENTNAME 

This rarely-used data column appears in some Broker and Audit events, and contains the name of the 
schema in which an object resides. 

PERMISSIONS 

This data column is only available for selected Audit events. It contains values representing the type of 
permissions affected by the event. If you are auditing events for security purposes, this is a useful data 
column. 
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PLANHANDLE 

The PlanHandle data column is only available for a single event: Performance Statistics. It contains the 
plan handle to the corresponding compiled plan stored in cache. 

PROVIDERNAME 

This uncommon data column includes the name of the OLE DB provider used for this event. 

READS 

This very useful data column contains the number of logical page reads performed for the event. It is 
very useful in determining how a particular event affects performance. 

REQUESTID 

This common, but rarely used, data column contains the request ID of the statement shown in the 
event. 

ROLENAME 

If the event is caused by a client running under a SQL Server database role, the role name is located in 
this data column. 

ROWCOUNTS 

The RowCounts data column is only found in a few Stored Procedure events. It contains the number of 
rows returned from a query. 

SPID 

This required data column exists for every event, and contains the number of the server process ID 
(SPID) that is assigned to the client process creating the event. It is used to identify what connections 
are being used for an event, and can also be used as a filter to limit the number of events returned to 
those that are of particular interest. 

SERVERNAME 

This common data column lists the name of the SQL Server instance that is being traced. In most cases, 
this is redundant information and does not need to be collected. 

SESSIONLOGINNAME 

This common, but seldom-used, data column contains the login name of the account that started the 
session that produced the event. This can be useful to know if the event was fired using an account 
other than the account original login account. 
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SEVERITY 

When an event produces an error message, it also produces a severity code, which is stored in the 
Severity data column. If you are tracking error messages, you will also want to track the message's 
severity. 

SOURCEDATABASEID 

This data column is only available for certain Stored Procedure events. It contains the ID of the 
database where the object exists that is directly related to the event. You can use the DB_NAME() 
function to find out the name of the database associated with this ID. 

SQLHANDLE 

This seldom-used data column includes a 64-bit hash based on the code of an ad hoc query, or it can 
contain the object ID of an object. To make use of this value, you must query sys.dm_exec_sql_text() in 
order to identify the text associated with this handle. 

STARTTIME 

Virtually every event has a StartTime data column and, as you would expect, it includes the time the 
event started. Often, the start time of an event can be matched to other related events to identify their 
order of execution. It can also be compared to the stop time of events to determine the differences in 
time between when one event started and another event completed. 

STATE 

This seldom-used data column contains an error state code that is related to the particular event that 
occurred. 

SUCCESS 

Many events indicate whether they were successful or not. A value of 1 means success, and a value of 0 
means failure. 

TARGETLOGINNAME 

Used only for Broker and Audit events that target a login, this data column contains the name of the 
targeted login. 

TARGETLOGINSID 

Used only for Broker and Audit events that target a login, this data column contains the SID of the 
targeted login. 

TARGETUSERNAME 

Used only for Broker and Audit events that target a database user, this data column contains the name 
of the targeted user. 
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TEXTDATA 

This commonly-used data column is one of the most useful data columns you can collect. The value 
stored in this column varies according to the event, but often includes the text of the code that fired the 
event. You should almost always include this data column in your traces. 

TRANSACTIONID 

The TransactionID data column exists for most events and contains the system-assigned ID of the 
transaction firing the event. Unless you are troubleshooting transactions, this column is not all that 
useful. 

TYPE 

Used mostly for Lock events, this data column contains an integer value that is dependent on the event. 

WRITES 

Like the Reads data column, the Writes data column is not used often by events. But when it is available, 
it provides useful information on the number of physical disk write operations that are performed on the 
server as a result of the event. This information is useful when troubleshooting performance problems. 

XACTSEQUENCE 

While a commonly-used data column, it does not provide information of much use to the DBA. It 
contains a token used to describe the current transaction. 

SUMMARY 
Now that you know the basics of Profiler events and data columns, you can apply them to real world 
situations, as appropriate. 

I hope you have enjoyed your journey to becoming a Profiler Master. By reading this book, and using 
what you have learned in your day-to-day task as a DBA, you are well on your way to becoming an 
Exceptional DBA. 
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